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Dynamic Contextualization with Live Probes

ANONYMOUS AUTHOR(S)

Programmers routinely step away from their code to consult consoles and debuggers, paying a cognitive
cost to connect emitted runtime data to source code locations, and vice versa. We present Live Probes, a
system for selectively surfacing intermediate runtime samples alongside code in the Hazel live programming
environment. Each sample is an observed value together with its dynamic context, including its environment
and call stack. The programmer and system together control which terms are probed (manual or automatic),
which samples are shown (via a dynamic focus, a path in the call tree that orients every sample around one
execution of a function), and how each sample is shown (using dynamic folding or leveraging graphical views
that programmers can define for their own types). Feedback updates continuously while code is typed, and
incomplete edits do not disturb the feedback around them. We report a 15-participant user study comparing
probes to print debugging and examining the benefits and drawbacks of always-on live values while writing
and debugging code. The study finds that programmers value each major affordance, while exposing a
generalizable design tension between moving the dynamic focus to supply values while writing code and

keeping it still while debugging.

1 Introduction

Programming is decision-making, and decisions require context. When programmers read, write,
and debug code, however, dynamic context that might inform their decisions (such as the values
that flow through a function, the call stack at those values, and control flow decisions) is often
distant from the code itself, emitted in an overwhelming form, or unavailable because the code is
being actively edited. When context is not readily accessible in these ways, it incurs costs due to
limited human attention [32], working memory [13], and time.

Consider print debugging, a common approach to dynamic contextualization and a frequent
first resort [5]. This requires marking up the syntax, fiddling with string conversion, running the
program, and inspecting an often overwhelming log in a separate console, with no direct connection
to the code being debugged. Stepping debuggers provide richer interfaces for inspecting dynamic
state, and some are integrated directly into code editors [31, 51], but these provide dynamic context
only for a single moment at a time, requiring tedious stepping to develop context over time. Both
provide dynamic context only after an explicit run of a complete program. Figure 1 previews the
alternative this paper develops: runtime values shown beside the code, updated on every edit.

1.1 Design Problems in Dynamic Contextualization

The two aforementioned approaches have long dominated practice, but there are a number of other
approaches described in the literature to address their limitations. Let us summarize some key
design problems in dynamic contextualization and mention notable pieces of prior work that have
progressed toward addressing them (with a more in-depth discussion of related work in Section 6).

The indirection problem. When dynamic context is accessible only via tools external to the code
editor, e.g. consoles, sidebars, or log files, the programmer must expend time and attention to
correlate the information in these tools with source code locations [32].

A long line of research has advocated for inline displays to address this problem. We are most
directly inspired by the system of probes introduced in YinYang [47] and developed further in
Babylonian-style programming [68], where individual program terms are equipped, inline in the
code editor, with sampled concrete values. Emacs also supports inline display of values provided by
a stepping debugger session [12]. Other approaches include Seymour [34] and Projection Boxes [43],
which display tables of values taken by variables (but not general terms) beside the code.
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o Dynamic context while writing

let grove_name(path: String): String = 3 "/moon/fern" @
let pieces = ?tring_split("/”, path) 1in s ["", "moon", "fern"] @
nth(pieces, ( s if & == 0 then x else nth(xs, n - 1) ®)
in
n <f: n == n n .
test’)grove_name( /m?on/ =6 moc.m e These three tests supply the calls
test“grove_name("/mght/moss") == "night" end; that produce these samples.
test grove_name("/sun/rose") == "sun" end
@ A probe underlines a term and @The split list sample helps @ nth runs until the hole stops its
shows one of its '3 samples at the choose an index by revealing an if condition, whose test against @
end of the line. empty first element. shows it counts from zero.

G Detecting an argument-order error

let grove_name(path: String): String = 3 "/moon/fern"
let pieces = string_split(path, "/") 1in 9
W

Double-clicking a sample switches to Many mode. All three paths yield ["/"], suggesting reversed string_split
arguments. Both arguments are strings, so type hints alone cannot resolve their order.

0 Checking an index choice

) )
nth(pieces, @ a nth(pieces, 9 3 "moon"
in in
testxgrove_name(”/moon/fern”) == "moon" test“grove_name(”/moon/fern”) == "moon"

Changing @ to 1 provides immediate feedback, from the probe and test, even before the closing ) is entered.

Fig. 1. A user writes grove_name, which extracts the first directory name from an absolute path. Inline
samples reveal argument-order and indexing errors while the code is still incomplete.

The term selection problem. Which terms should be selected for sampling? Print debugging
requires the programmer to manually select terms, somewhat tediously. Stepping debuggers allow
the programmer to explore variable values at the current position in the call stack, though more
complex terms are trickier to inspect. Omniscient (also called time-travel or reversible) debuggers
collect all dynamic information in the form of a trace, but this can incur a high runtime cost and
still requires choosing a single moment in time [4, 44, 66]. Recent work on automatic printing [39]
inserts print statements after every statement in a user-selected line range, and perhaps surprisingly
even this coarse heuristic was found to be useful in practice, suggesting value in more automated
and heuristic approaches to term selection.

The coherence problem. When many values have been sampled, which should be shown together?
Print logs interleave output ordered by collection time, so it is difficult to see all values sampled
from a single term across time, i.e. these related samples are not spatially coherent. Values sampled
from different expressions in a function body may come from different calls, i.e. they may not
be temporally coherent [71]. In a print log, with a print at the start of a recursive function and
another at its end, each call’s two lines are separated by the output of every call beneath it. Stepping
debuggers show only one moment in time, so they do not have the temporal coherence problem,
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let quicksort(hand : Hand) : Hand =

case hand A3 [ (3w vy HEEK SR i F EE
22 vw vy e - vw vy
I [1 => 11 aap nap » ' Py
-]
22
(&)
let excursions(tr: Trace): [(Int, Int)] =
case tr 8 - : ]
(]
8
let shade(i: Int): Color =
blend(sunset, i, 30) 30 00000 0000OCOCOOOO
(-]
30
. . e .
let top = filter(book, pass) 1in let vary(f: Op) = f(theme) 1in
NAME Quiz : FINAL : + + IR -
8 87 : -
6 85 -
9 90 : -
10 93 -

Fig. 2. Probe samples drawn by views. In @ to @, each sample appears twice: drawn by its view above the
tear, and as text below it. @ Recursive calls to quicksort sorting a hand of playing cards (a crossed circle is an
empty hand). @ Temperature traces of eight shipments, as sparklines: the band is the allowed range, red
dots indicate readings outside it, and the number is the last reading. @ The colors of a sunset ramp from
blend, as swatches. @ Students’ grades, as a table in the probe’s drawer. @ Piano rolls in the drawer, one
per transformation f: the theme, then its inversion. The cards and the table are built-in views; the sparklines,
swatches and piano rolls are user-defined.

but they also do not sample values changing over time, leaving the programmer to develop this
understanding by manually stepping through breakpoints.

The multiplicity problem. When many samples for a single term have been collected, how many
should be shown at once? In some cases, the programmer may want to see many values to get a
sense of the shape of the data flowing into a probed term, while in other cases, the programmer
may only want to focus on a single value.

The value detail problem. How should values be displayed? Many research tools are presented with
examples consisting of small values, e.g. numbers or small lists. In practice, however, programmers
often work with larger values, which may not fit on the screen and some of which may be difficult
to comprehend even when shown fully. Some tools provide domain-specific GUIs for displaying
values of particular types [9, 56].

The gap problem. All of the above presuppose a program complete enough to run, but most
editor states are not [62]. Error-correcting parsers partially close the gap, and Hazel’s semantics for
incomplete programs closes it more systematically [60, 61]. Where code is incomplete, some systems
let the programmer supply the values it cannot compute [17, 42]. A related question, for any live
system, is continuity across states: how feedback should change as the program does, which Perera
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4 Anon.

treats as a semantic concern [63]. Our design addresses a related practical requirement, feedback
stability (Kanon’s steadiness, after Hancock’s ‘steady frame’ [23, 58]): preserving the association
between code and its dynamic context, without unnecessary disruption during incomplete edits.
Small edits should have small effects unless they must have large ones: a one-character edit
that completes a variable name may legitimately change feedback throughout the program, but
beginning a new definition should not disturb feedback for the surrounding code merely because
the editor reinterprets that code mid-edit.

1.2 Dynamic Contextualization with Live Probes

This paper introduces Live Probes, the first system that minimizes all six of these problems in a
single coherent design, and unlike many of the prior systems that have provided design inspiration,
evaluates this design with an in-depth human subjects study involving both code writing and
debugging tasks. Live Probes is implemented in the Hazel system, described further in Section 2.

Central to the system are probes, which collect runtime samples from any probed expression or
pattern and display them directly adjacent to the probed code, minimizing the indirection problem.
Figure 1 demonstrates the system through the construction of grove_name, which extracts the
first directory name from an absolute path. In @, three included unit tests supply argument values
even though the function body is incomplete; these appear beside the parameter (callout 1). The
string_split sample (callout 2) reveals the easy-to-miss fact that the split list begins with an
empty string, informing the choice of index on the next line. Each probe collects samples from all
three test calls but initially displays only one. All three probes display their sample from the same
call, which addresses the coherence problem. This coherence is maintained by a dynamic focus, a
path in the call tree that distinguishes one execution (Figure 3), detailed further below.

Callout 3 shows that feedback continues even during syntactic incompleteness, minimizing the
gap problem: with its index still a hole, nth shows a partial result, evaluated until the hole blocks
the if, which here hints that nth counts from zero.

In @, the programmer has instead reversed the arguments to string_split, producing an
unexpected value. Double-clicking a sample switches from Single to Many mode, showing that all
collected string_split samples have the same value. Since both arguments have type String,
types alone would not expose this mistake. The switch demonstrates our approach to the multiplicity
problem: the programmer can cheaply switch to a multi-sample view when a single sample is
uninformative. When a sample is selected (red border), the stronger green highlighting on other
probes’ samples indicates that they are part of the same call, promoting coherence.

Subfigure @ shows immediate feedback guiding an edit. Changing index 0 to 1 produces the
expected directory name and a passing test before the closing parenthesis is entered, further
emphasizing that the system minimizes the gap problem.

Additional features of Live Probes, described further below, address the problems of term selection,
multiplicity, and value detail through progressive disclosure:

o Term selection: Control over which terms are probed, from placing one probe with a single
gesture to placing them automatically across a whole definition or program, steered by line
breaks, similar to a REPL (read-eval-print loop).

o Multiplicity: Control over which executions of a probed term are shown, from one focused
execution to all collected samples, including filtering attention to a single pinned call.

o Value detail: Control over how much of each sample is shown, from a structurally abbreviated,
resizable value at the end of the line to a full-width pretty-printed drawer below the line,
with environment and other ancillary information available via a dropdown on each sample.
Values of some types can instead be drawn by views written for that type, such as a sparkline
or a table (Figure 2), and programmers can write their own (Section 3.6).
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let clamp(x) =

G,EEE.“

let clamp(x) =

eli!._

let clamp(x) =

if x > 100 s true if x > 100 s false if x > 100 s false
then 100 100 then 100 then 100
else else else
if X <0 if x <0 2 true if X <0 2 false
then 0 then 0 0 then 0
else x else X else x 92
in in in
map([150, -45, 92], clamp) map([150, -45, 92], clamp) map([150, -45, 92], clamp)

Fig. 3. Dynamic focus in Single display mode. Here a probe has been automatically placed on every line of
the clamp function definition, which is called three times below. The three subfigures show three different
focus configurations, aligned to the three function calls. On each line, an underline indicates the probed term,
and a sample value for that term is shown at the end of the line. Although only one sample per probe is
shown, count badges (®, @) show the total number of samples for that probe. The © symbol indicates that
there are samples at a probe, but none are shown as they do not align with the current focus, here indicating
conditional branches not reached for a given call. A user can navigate between these three views by (for
example) selecting the green 150 sample in @ (outlined in red once selected), and then pressing the right
arrow key to navigate to @ and @®.

2 Background

Live Probes builds on three parts of the Hazel live functional programming environment (https:
//hazel.org): live evaluation of incomplete programs (Section 2.1), a structure editor that edits like
text (Section 2.2), and livelits [59], GUIs defined and situated within the program (Section 2.3).

2.1 Evaluating Incomplete Programs

Hazelnut Live [60] introduced live evaluation in the presence of typed holes—incomplete programs
that maintain meaningful type and dynamic semantics. Hazel evaluates around holes, so a program
produces partial results even while incomplete, providing a foundation for live feedback during
program construction. A partial result is a term evaluated as far as its holes allow, with the holes
left in place (an indeterminate form, in Hazelnut Live’s terms). We say ‘value’ for both, and ‘partial
result’ where the difference matters.

Live Probes relies on Hazel’s feedback totality: every editor state elaborates to a well-typed term,
with empty holes for incompleteness and error marks for inconsistency, so every intermediate state
during writing has a semantics. Hazelnut Live [60] collected dynamic information for holes (hole
closures) and for the program as a whole. Live Probes collects it for any expression or pattern the
programmer probes, recording a trace of evaluation from which samples are derived (Section 3.1).

2.2 Editing Incomplete Programs

The original totality properties underlying always-on feedback relied on the fact that Hazelnut, the
calculus Hazel started from, was a structure editor, with edits operating directly on the AST [61].
Many programmers find tree edits baroque and unintuitive, so later work sought the same guaran-
tees with free-form text entry. Hazel’s editor descends from tylr [54], a tile-based structure editor
offering a text-like editing experience. Every intermediate state parses, with holes inserted where
a term or an operator is missing, and syntactic completion heuristics [54, 55] supply the missing
delimiters, so that partially typed forms parse as their most plausible completion. As a result, every
edit state has a parse, statics, and dynamics. Here, we extend Hazel’s editor with mechanisms
focusing on stability of intermediate feedback (Section 3.7).
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6 Anon.

2.3 Live GUIs and Augmented Code Views

Livelits [59] are user-defined GUIs, drawn inside the code view, that fill typed holes in Hazel:
a livelit stays in the program as a graphical literal, and can show live feedback based on the
program’s runtime values. Probes are driven by similar infrastructure, gathering and putting
runtime information in the code view, though they augment instead of replace textual syntax. Hazel
Lab [3] introduced rich probes, domain-specific views of probed values, with a table view for lists
of records; it left user-definable views, and their relation to livelits, to future work (Section 3.6).

3 Design

We begin by describing probes and their associated samples (Section 3.1). The next subsections
follow the introduction’s problems of term selection, multiplicity, and value detail: which terms
are probed (3.2); which executions are shown, as determined by the dynamic focus (3.3), together
with call pinning, stepping into calls, and the stack focus bar (3.4); and how much of each sample is
shown (3.5), including views that draw a sample by its type (3.6). The final subsection describes
how feedback, probes, and the focus are maintained as the program is edited (3.7).

3.1 Probes and Samples

A probe is placed on a term (any expression or pattern) with a context menu or keyboard shortcut,
and its samples appear directly to the right of the line, minimizing indirection. Probes are persistent
syntax annotations: once placed, a probe stays on its term as the program is edited, even while the
term itself is being edited (Section 3.7). A sample presents a value taken on by that term during
execution, or a partial result where a hole stopped its evaluation (Section 2.1); see Figure 1@®.
Each sample is a value together with its dynamic context, including its environment, its range of
reduction steps, and its call stack. A probe often has several samples; Section 3.3 describes which
of those are shown.

There can be at most one probe on a line. Adding a probe replaces the one already on its line, and
when an edit brings two probes onto one line, the rightmost is kept. We chose this limit deliberately,
to keep each sample easy to match with its probed term. Section 3.5 describes the handling of
values too large for the end of the line.

When no samples are shown for a probe, one of several icons is shown, including @ if the
expression never ran, © in Single mode if none of its samples belongs to the focused execution
(Section 3.3), and @® if a pin hides them (Section 3.4).

The probes described so far are simple probes, placed one at a time by the programmer. Section 3.2
describes multi-probes and autoprobing, which place probes automatically.

3.2 Which Terms? Multi-Probes and Autoprobing

Simple probes give exact control over which terms show samples, but placing them one at a time is
slow when the programmer wants broader dynamic context.

We have developed a logic for automatic placement, for when a programmer wants pervasive
feedback while writing, or wants to follow a whole function’s behavior line by line without placing
probes by hand. Autoprobing is intended especially for in-place experimentation and debugging, to
help form hypotheses as much as to answer questions about the program.

When enabled, probes are automatically and dynamically placed on heuristically selected terms
of each definition, one per line, as seen in Figure 4. This mode enables the user to flexibly steer
where probes are placed without the need for an additional control surface, demonstrating intent
via line break placement. This steering via line breaks was inspired by REPL-driven development.
Here, though, line breaks only choose which terms show values. Evaluation does not wait for them:
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o

let mass(vol: Int, density: Int): Int = : @ @Last largest term. Probes favor the
. = largest term ending at a line’s rightmost
olERdensiityain ’ ending position.
let readings = [ [8, 9] @ i i-li
e, O 3 @ Introduction forms. Multi-line tuples,
? > lists, and records are probed at their elements,
mass(3, 3)] in & @ . not the whole container: the list also ends on
let heavy = fun r -> r > 8 1in @ this line, but the element gets the probe.
if heavy(8) false @ Elimination forms like (multi-line) calls and
then case s are instead probed at their close.
else = D @ @ Branches. As an exception to the above, a
multi-line if must end where its trailing
branch ends, so the branch gets the probe.
fold_left(cans, fun (a, b) -> a + b, 0) 480 @No useful display. Function-typed terms
Pressing B at both marks exposes intermediate values ?md holes are skipp §d: amther term 1S P robed
instead, unless nothing else is on the line (as
fold_left(cans, fun (a, b) -> @ in (3)).
a) = By ’ @ Parameters. A definition’s header line
[¢] 480

probes the parameter pattern.

Fig. 4. Autoprobe placement. Probed terms are decorated with hooked underlines, with a left-hand rail
spanning multi-line terms, such as the three-line fold in @. The placement heuristics relevant to each line
in @ are numbered at the end of each line and explained on the right. The hole’s sample at the bottom of
@ is selected (outlined in red). In @, cans is [250, 180, 50]:on one line, the fold shows only its value;
inserting two line breaks ‘pops the hood’ of the fold, exposing the callback’s per-iteration arguments and
running totals, aligned by call.

values appear and update as the programmer types. The aim is to provide the exploration-oriented

and feedback-driven experience of a REPL [20, 36, 38, 41] to try out unfamiliar functions or compose

a data transformation pipeline, but without switching away from the main editor, without having

to finish a function definition, and driven by the live values already flowing through the program.
Actuation. Placement can be automated at two levels:

e Function-level multi-probe: On a function definition, the normal way of adding a probe
yields a multi-probe, placing a probe on every line of the definition. This lets the program-
mer see the function’s intermediate values line by line.

e Whole-program autoprobing: The system automatically multi-probes every definition,
test, and top-level expression in the program.

Placement heuristics. Unlike per-line displays that show every variable of every line [40, 43],
multi-probes pick at most one term per line, defaulting to each line’s last largest term. This means
finding the last position on the line where a term ends, and, if more than one nested term ends at
that position, probing the largest term ((1) in Figure 4 @). As a result, a term that spans multiple lines
competes only on the line where it ends, so a multi-line function application is probed at its closing
parenthesis. Probes are restricted to expressions and patterns; case rules, module declarations, and
labels are not terms of either sort and are never selected. Hooked underlines mark the probed terms
(Figure 4), but with a probe on every line, which term a sample belongs to is not always plain.
Clicking a sample highlights its term in green, as for string_split in Figure 1@®.

The base placement rule has a few refinements, numbered 2)-(5) in Figure 4@. A multi-line
introduction form like a list, tuple, or record is probed via its elements rather than as a whole, since
it simply puts its elements together. A multi-line elimination form like a function application or
case is probed where it closes, since its result is something new. A multi-line if is an exception:
unlike case, which closes with end, an if ends exactly where its trailing branch ends, so its
result, which comes from whichever branch ran, would appear on that branch’s line; the probe
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goes on that branch instead. Functions and holes have no informative display, so they yield to the
next term ending on their line. But when nothing else is left, they are still probed, since the sample
count still shows how often they were reached. On a function’s header line, the probe goes on the
parameters, so argument values appear at their definition.

When pressing Enter gives an intermediate expression its own line, it gets its own probe. In
Figure 4 @, a one-liner fold only shows its result; breaking the line after the callback’s arrow and
after its body shows each iteration’s arguments and running result.

Automatic placement can be overridden. The probe shortcut hides an automatic probe and shows
it again, and placing a simple probe on another term of the line replaces the automatic one. In our
study, autoprobing was the placement mode participants most often reported using while writing,
though line-break steering divided them (Section 5).

3.3 Which Executions? The Dynamic Focus and Alignment

Placement decides which terms show samples; the dynamic focus decides which executions they
come from, by marking a place in the program’s execution. In Single mode it acts as a filter: each
probe shows its sample from the focused execution. In Many mode it acts as a reference frame:
each probe shows a row of samples, styled by how each relates to the focus. Refocusing is generally
an explicit user action, clicking on or arrowing to a sample, but can happen automatically when
the program is edited (see Section 3.7).

Single vs. Many. A probe shows either one sample at a time or a row of up to 30, a window
onto its samples that slides as the focus moves past its edge. Single mode is for attending to one
execution, and Many mode for scanning across calls. In Single mode, a probe whose samples all
belong to other executions shows a not-aligned marker (©); the sample count badge indicates how
many samples are hidden.

In Single mode, the editor has to decide which sample each probe shows. If each probe decided
separately, the samples on screen could come from different calls: a condition could show false
next to a value from the branch that runs only when it is true. This is the coherence problem
from the introduction. Instead, all samples shown are aligned to the dynamic focus. In the common
case, the focus is one call to a function, and each probe in the function shows its sample from that
call. Each panel of Figure 3 shows a different call of clamp. The arrow keys move the focus to
the previous or next call, and all of the function’s probes change together. A debugger similarly
coordinates value displays via a selected stack frame [52]; Section 6.2 compares how inline displays
make this choice.

Nested calls. In Figure 5, map applies an outer function literal to eachrow of [[1, 21, [3, 411,
and that outer function applies an inner function to each element of its row. Choosing a call of the
outer function (say the one for row = [3, 41]) still leaves two calls of the inner function to choose
from (say n = 3 and n = 4). So the focus is a path in the call tree, with one call at each level.
Clicking a sample (the focal sample, outlined in red) sets the path to the calls that were executing
when that sample was recorded (i.e., the call stack captured with it), and each probe shows its
sample from those calls. The focus starts on the deepest of these calls, the one that recorded the
focal sample. The arrow keys can then step through the other samples of the same probe. In
Figure 5, the programmer clicks 10, the earliest value of n * 10 (@), and presses & twice to reach
30 (@). The focus is now the inner call for n = 3 inside the outer call for row = [3, 4], and the
line for row has changed to [3, 4] to match. The stack focus bar above the editor lists the calls
on the path (Section 3.4).

The path can stop short of a given probe’s calls. If the focus is on the top level and the path holds
nothing below it, nothing says which calls of the two functions to show. The inner probes then
show one call per function, chosen from the top down: the first call of each function inside the
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@ ciick 10 map([[1, 21, [3, 411, fun row —> o
Each probe shows its earliest map(row, fun n -> s 1
sample. The click sets the n* 10  e1g -
path to the calls that ) 2 [10, 2015 row = [3, 4]
produced 10. ) [[16, 20], [30, 40]] n n=2 n=3] [n=4
ePresstwice map([[1, 21, [3, 411, fun row -> 2
Each @& moves to the next map(row, fun n -> -
value of n * 10:/20, then n 10 < e[39" B <
30, inrow [3, 4]. ) 2 [30, 40] 7 = (L 21 [rov =G5, 41]
) [[10, 201, [30, 40]1] n=1 n=2 n=3 n=4
@ click the outer result map(L[1, 21, [3, 411, fun row -> 2 [3, 4]
The focus moves up to the map(row, fun n -> @3 s
top level. The calls below n % 10 4 30
stay on the path, so 30 ) 2 [30, 40] row = [1, 2]
5 .
stays. 0, [[10, 20], [30, 40]]&7‘ n=1] [n=2
gWithout keeping the map([[1, 21, [3, 411, fun row —> 2 [1, 2]
calls below map(row, fun n -> o I —
The same click would n * 10 410
replace the path, and 30 ) 2 [10, 20] ) row = [1, 2] row = [3, 4]
2
would revertto 10. ) [[[10, 201, [30, 4@]1{&‘) e A —4 S=7
‘_/ I,
Call trees (inner calls of map omitted): dynamic focus (a path through the call tree) [] focused call [ ] enclosesit { : kept below it

Fig. 5. The dynamic focus is a path in the call tree, shown in each tree above, from the top level down. @ In
the initial state, each probe shows its earliest sample. The programmer clicks 10, the earliest value of n * 10.
@ Pressing @ twice steps to 30, in row = [3, 4].Each probe now shows its sample from the outer call for
row = [3, 4] and, inside it, the inner call for n = 3. @ Clicking the outer result moves the focus up to the
top level. The calls below stay on the path, so 30 stays. £ Hypothetical: if the click instead replaced the
path, the inner probes would show their earliest samples again, and 30 would revert to 10, losing context.

calls already chosen (for a recursive function, its outermost call), here row = [1, 2] and, inside it,
n = 1 (Figure 5 §¥). A line that no chosen call reached shows ©, even when another call reached it.
Moving up and back down. Programmers click samples to inspect them, and clicking a sample
from an enclosing call should not cause the loss of a previously focused call below it. So clicking a
sample from a call on the path, or that call’s entry in the stack focus bar, moves the focus up the path
to that call and keeps the calls below it. In Figure 5 @, clicking the outer result moves the focus to
the top level, and the deeper probes keep their samples: 30 remains shown. This matches debugger
behavior, where selecting a caller in the call stack pane shows that call without discarding the
frames below it [52]. Only moving to a call that is not on the path replaces the path: for example,
clicking [3, 4] and pressing @@ moves the focus to the outer call for row = [1, 2], and the
inner probes start again from n = 1. The calls kept below the focus are exactly the history needed
to keep the programmer’s place, since they record exactly which samples the deeper probes show.
Under recursion, the path holds several calls of one function; each of its probes shows the sample
from the call the focus is on, and the bar can move the focus back down to the deeper calls.
Many mode. In Many mode, the focus serves as a reference frame rather than a filter, with sample
background and font color showing how each sample relates to it (Figure 6). The Simple scheme
highlights the samples from the focused call and fades the rest. The Hybrid scheme relates every
sample to the focal sample in time (step reduction order), treating each evaluation as an interval,
from when the expression starts evaluating to when it produces its value. Because evaluations
nest, any two are either disjoint or one lies inside the other, so four relations suffice: a sample’s
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() (5]

let clamp(x) = (] let clamp(é) = (=] let clamp(x) = 3 92
if x > 100 3 false if x > 100 3 false if x > 100 3 false
then 100 then 100 then 100
else else else
if x <0 2 true if x <o 2 true if x <0 2 false
then 0 0 then 0 0 then 0
else x else x else x 92
in in in
clamp(150); clamp(150); clamp(150);
clamp(-45); clamp(-45); (0] clamp(-45);
clamp(92) clamp(92) clamp(92)
same call as focus contains the focus inside the focus

Fig. 6. Dynamic focus in Many mode. Each probe shows all of its samples in execution order (the definition
line shows each call’s argument; the call sites at bottom show each call’s result). @ and @ focus the same
sample, the argument , in the two color schemes. @ shows the Simple scheme: the samples of other calls,
such as , are faded, and the other samples of the focused call, such as true, stay saturated. @ and @
show the Hybrid scheme, which colors each sample by the relation of its evaluation span to the focus. In @,
the other samples of the focused call, such as true, get the same-call color; the earlier call’s samples, such as
, come before the focus, and the later call’s, such as 97, come after it; and the call’s result ¢ at call site
clamp(-45) contains it. @ focuses the result at call site clamp(92) : the earlier calls’ samples, such as
, come before it, and the samples recorded during that call, such as false, lie inside it.

evaluation can come before the focal sample’s, after it, contain it, or lie inside it. The Hybrid scheme
gives each of those relations its own color. What makes the scheme a hybrid is that it also assigns a
fifth color to the other samples from the focused call, flattening their temporal sequence so that
the samples from one call are easy to pick out. In Figure 6 @ and @, the focus is on the parameter
sample -45, first in the Simple scheme and then in the Hybrid scheme. In both, the other samples
of that call stand out. In @, the call’s result at the call site contains the focus, and the samples of
the other calls are colored by whether they come before or after it; this picks out the call that led to
the focal sample. In @, the focus is on the result of clamp(92) : the samples recorded during that
call lie inside it, and the earlier calls come before it. To reduce the amount of explanation required,
participants in our study used the Simple scheme; we have not evaluated the Hybrid scheme with
users. Under simulated red-green color vision deficiency, the Simple scheme stays legible, while the
Hybrid scheme’s pink and blue converge (Section 5.6). Color is not the only cue, though: samples
from calls that enclose the focused call sit slightly higher on the line, and samples from calls inside
it sit slightly lower.

3.4 Pinning and Stepping into Calls

Debugging often means following a failing case through a chain of functions, and three features
built on the dynamic focus support this: pinning filters every probe’s samples to one call; stepping
into a call descends into the called function with that call focused; and the stack focus bar can be
used to backtrack up the call stack.

Pinning a call sample hides, in the other probes, every sample that was not recorded during
that call, reducing distraction when following one case through the code. A probe whose samples
are all hidden by the pin shows ®. Inside the pinned call, a probe can still have several samples, for
example from a callback called several times. Samples from the calls that enclose the pinned call
stay visible, showing how the call was reached. While a call is pinned, the focus never moves on its
own (Section 3.7).

Step into, named for the debugger command, does three things on a call sample: it pins that
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test” ﬂ A test is failing. Right-click the sample of its
let g = week(garden) in {(north:..., south:...)‘ call to week and choose Step into: this pins
getStage(g.north.left) == M Pinthiscall P Step into’! the call and jumps to the definition of week .
-
let g2 = night(gl) in (north=.., south=..) e Inside week , Step into its last call to night
night(g2) I(north:..., south=...)‘ the same way. The pin moves to that call, as
in Pin this call P Step into,: the stack focus bar above shows.
£) @ advanceStage®@
let advanceStgﬂe B 8 = i
.(‘stage) GrowthStage): GrowthStage Growing;
case stage Growing o
| sprovt = Growing e © v o o bt SR e i
. - . - way ug: Growing y
= —> . .
| Growing Growing Growing Matu re) Mature Growing.. The inset shows the fix.
| Mature => ReadyToHarvest
CERED > week °
test” o Clicking week in the stack focus bar returns to
let g = wee&(garden) in the test, which is now passing.

Fig. 7. Pinning and backtracking in a study debugging task. A failing test expects a plant to be Mature after
a week. Stepping into a call pins it, so every probe shows only samples from that call, not those of other
calls, which would multiply on the way down. The stack focus bar lists the calls from the test down to the
focus, and its pin icon marks the pinned call. The programmer drills down through a series of calls, then can
backtrack with the bar: the calls below the focus stay on the path, faded, so the path back down is kept.

call, jumps the caret to the called function’s definition, and probes that definition. The programmer
arrives inside the function with the relevant execution already displayed. On a recursive call, it
moves the focus one level down the recursion.

Stack focus bar. Stepping back out uses the stack focus bar above the editor, which lists the
calls on the focus’s path, outermost first. The focused call is highlighted, the calls below it are
faded, and a pinned call is marked. Clicking an entry moves the focus to that call and jumps to
the place where it was called, keeping the calls below it on the path (Section 3.3); clicking the
entry of a call one has stepped into returns to its call site. The bar can be used to backtrack across
functions while debugging. In Figure 7, the programmer has followed a failing test down to the call
of advanceStage that returns the wrong stage. Clicking week in the bar moves the focus up to
the test’s call of week and jumps there; the calls below week stay on the path, faded in the bar.

3.5 How Much Detail? Displaying Samples

Samples vary in size, from a single number to a list of records many times wider than the line.
Samples start small, abbreviated to fit the end of the line, and the programmer can expand any one
of them in several ways, described below. Values of some types can instead be drawn graphically
(Section 3.6).

Abbreviation. Inline display is valuably terse, but simply truncating longer values obscures
their structure. Instead, abbreviation keeps the value’s outer structure, preserving closing delimiters
of e.g. lists and tuples, while eliding inner children with an ellipsis and a count of the elements left
out. The engine recursively divides a character budget by a semantically driven scheme: record
fields split the budget evenly (as each field name carries structural information), while list elements
deliberately do not (list elements share a type, so one element communicates value-wide structural
information). Samples can be resized via shift-drag or shift-arrow-keys (Figure 8 @), with sizes
persisting across re-evaluation.
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o card @|(name=.., ..+3)

[(name:..., icon=.., care=.., note=..)
[(name:"fern", icon="%¢ ", care=(W..=w, W..=..), note='"fern d.,."ﬂ
S
© cord L em o
o|(
name = "fern",
icon = "\ ",
care = (water = 250, weekly = 1750),
antn = "farn drinke 25Am1N

Fig. 8. Resizing and the drawer: @ A sample of card at three widths, each drawn over the last, widened by
shift-dragging its edge (or Shift+g3); @ Opened in the drawer by clicking the down chevron (or Cmd-+g®).

End-of-line vs. drawer. The end-of-line position suits small values, and facilitates showing
many intermediates over a range of lines. In contrast the drawer (below the line display) takes the
full width of the code and arbitrary height (with a separate scroll frame after a fixed number of
lines), admitting multi-line pretty-printed value representations (Figure 8 @). Such a mechanism
is necessary to support large values while staying close to the syntax, but brings with it design
challenges. For example, scroll stability: sample sizes can change as the programmer edits code,
which might cause drawers above the edit to change height, requiring scroll compensation logic.

Sample Dropdown. Right-clicking a sample opens a dropdown with auxiliary context. It shows
the dynamic environment, filtered to references actually present in the syntax (formally, the co-
context of the probed expression). For probes on applications, it also shows the final argument values.
This dropdown also surfaces debugging affordances including pinning and step-into (Section 3.4).

Keyboard and mouse. Most of the interface can be driven from the keyboard. A shortcut moves
from the code into the probe on the caret’s line. There, the left and right arrows move between the
probe’s samples, the up and down arrows move between probes, and other keys resize a sample,
open its drawer, switch between Single and Many, and pin or step into a call.

3.6 Rich Probes

Abbreviation (Section 3.5) is a generic approach to summarization of a value’s text representation.
But many types have more natural representations than text, and some of those stay legible at
sizes where text cannot. For example, a color becomes a swatch, or a trace of readings becomes a
sparkline of fixed width independent of the number of readings (Figure 2 @-@®). Probes that draw
samples this way are rich probes [3]: a sample whose value has a view is rendered by it instead of as
text. A view at most two lines tall takes the place of the sample’s text at the end of the line, where
the sample’s focus styling still applies to it. A taller view, such as a table or a piano roll, is drawn
below the probed term when the probe’s drawer is open (®, @), and on the line its samples are
shown as text. Values without a view stay text, so views and text mix freely across a program’s
probes.

In Many mode, where each sample gets its own view, a probe’s views read as small multiples [76,
Chapter 4]: in Figure 2 @ the traces of eight shipments stay comparable where their text has room
for only the first few readings, and in @ the hands at several of quicksort’s calls are visible at once.

Choosing a view. Hazel provides some views, such as the table of Figure 2, and programmers
can define their own as livelits (Section 2.3), like the sparklines, swatches, and piano rolls. A livelit
is a GUI for a type: in code it serves as a literal of that type, and in a probe it acts as a view for
that type’s values. A livelit’s view applies automatically to the samples of a term whose type has
the same name as the type the livelit produces. Giving a value a named type is the programmer’s
explicit choice, whereas a value whose type merely has the same structure, such as a pair of integers,
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could mean anything. The sample dropdown’s View as list is more permissive: besides text, it offers
every view whose type fits the probe’s, such as the table for any list of records, which is not chosen
automatically. A global setting turns automatic views on or off.

User-defined views. A livelit is represented by its model (state), which for a literal is stored in
the syntax. A color picker’s model is a color, along with the positions of its handles and whether it
is open. A probe sample is only a value, so to serve as a view, a livelit defines one more function,
which builds its state from a value: for the color picker, the color with the picker closed. The view
is also told whether it is read-only, so that it can hide its controls in a probe, and how much room
it has (end-of-line limits height to two lines, and the drawer is unlimited). In a probe, a view only
displays. Unlike a livelit in code, or Hazel Lab’s table, which rewrites the probed expression [3], it
does not edit the program. Letting views edit code is future work.

3.7 Stability While Editing

Hazel re-evaluates the program on each keystroke, and most edit states are incomplete. We target
feedback stability through these states: as the programmer inserts new syntax, feedback for the
code before and after the incomplete spot should stay steady and accurate, and the editor should
not reinterpret that code until the new syntax is complete enough for its effect to be clear.

Keeping surrounding code stable. We added two rules to Hazel’s editor to keep an incomplete
edit from prematurely changing the meaning of the code around it. First, complete forms are
anchored: a delimiter that belonged to previously complete syntax does not re-pair with a newly
typed one unless doing so reduces the number of incomplete forms, rather than merely moving
them around. Second, an incomplete form is completed at the first line indented no deeper than the
one where it begins, so a definition typed between two others leaves feedback on the code below it
unchanged. Hazel’s syntax does not depend on indentation: delimiters decide how code nests, and
only where one is missing does this rule fall back on indentation as a sign of the programmer’s
intent. Enter indents each new line to fit the code’s structure at that moment, but the editor does
not re-indent incomplete code afterward, so the indentation this rule reads is the programmer’s
own layout.

The editor also shows the completion it uses. Each pending delimiter appears between the lines,
just above where it would go, at a place recomputed from the current code after every edit, whereas
tylr draws pending delimiters as persistent ghosts among the characters, which cannot be deleted
directly [55, Sections 2.4 and 4.2].! Here the code edits like plain text, while the programmer can
still see what the feedback is computed against.

Keeping probes, samples, and the focus attached. The editor preserves the identity of tokens
and terms across edits, so a probe stays on its term even while the term itself is being edited. Each
keystroke re-runs the program and produces new samples, which the editor matches to the previous
run’s by the term that recorded them and the calls on the stack, much as Managed Time keys
each execution by its syntax, call path and loop iterations, so the key survives re-execution after
edits [48]. Through that match, per-sample display settings, such as a resized sample’s width, carry
over, and the dynamic focus (Section 3.3) stays on its calls as long as they still occur.

Automatic refocus on an edit. While the dynamic focus is generally under manual programmer
control, the editor itself refocuses in one situation, trading stability for responsiveness (Figure 9).
The focus moves only when the line being edited would otherwise show &, and never if a call is
pinned, since a pin is the programmer’s explicit choice of call.

n tylr’s user study, at least five of nine participants tried to delete ghosts directly, and five felt that pending delimiters got
in the way while modifying code [55, Section 5.2].
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let size(w: Int) = 2 250 let size(w: Int) = 2 250 let size(w: Int) = 2 90
if w > 200 2 true if w > 200 2 true if w > 200 2 false
then ’ ”tall”‘ then "tall" then
else else (_ else ‘str'ing_of_'i nt(w)?’ @

Fig. 9. Automatic refocus on an edit. @ The focus is on the call for w = 250, which takes the then branch, so
the else hole shows ©. @ Moving the caret (red) to the hole changes nothing. @ Typing string_of_int(w)
moves the focus to the call for w = 90, the first call that reaches the else branch: the new code shows
"90" , and the then line now shows ©.

While moving the focus automatically helps provide context while writing, it can get in the way
while debugging. Here, the focus is usually the case under investigation, and when it moves on its
own, every probe changes at once. In our study, one participant took such a change for an effect of
their own edit (Section 5.4).

4 Implementation

Live Probes is implemented in Hazel, a web application written in OCaml and compiled to JavaScript,
so the editor and the evaluator both run in the browser. Hazel’s evaluator is an interpreter that has
not been optimized for speed.

Sample collection. Before evaluation, the probes become a map from persistent expression ids to
statically derived capture specifications, each listing the variables to record with a sample: the free
variables of the probed term. During evaluation, the evaluator emits a stream of events. A span
opens when a probed expression starts evaluating and closes when it produces a value, and when a
probed expression is a call, a call event records the call’s frame and argument. Samples are built by
folding over this stream.

Sample identity is content-derived: a sample’s id hashes its syntax id and call stack, ingredients
that are stable under edits in a structure editor. Per-sample display settings (Section 3.7) are stored
under this id, so they re-attach after each re-evaluation and lapse when no matching sample exists.
Each call of a recursive function, including each iteration of map or fold (both recursive in Hazel),
runs one frame deeper on the call stack, so its samples get their own ids. The focus refers to its
sample by the same ingredients plus the evaluation step at which the sample’s span opened; when
an edit rebuilds a call site on the stack, the editor falls back to that step to find the sample again.

In the browser, evaluation runs asynchronously, in slices, so editing does not wait for it. Results
stream back to the editor after each slice, so samples are received even in the case of non-termination,
and unchanged top-level definitions are not re-evaluated.

Performance. On the study’s programs, of up to about 300 lines, autoprobing the whole pro-
gram made evaluation 1.3 to 4.5 times slower in headless measurements; since evaluation runs
asynchronously, this delays samples, not editing. In principle collection is linear in the number of
samples, since values are immutable and call stacks persistent, so both can be shared rather than
copied. The prototype copies captured values and rescans a probe’s earlier samples on each new
one; in an experiment, removing these two costs made collection a steady multiple of evaluation
without changing the samples recorded, except under deep recursion, where per-sample work on
the call stack still grows with depth. We do not yet bound the number of samples; adding a bound
is straightforward, with one wrinkle: it must keep the samples the focus aligns to.

Editor and language requirements. The design makes use of four features that Hazel has and
most editors and languages lack. Its structure editor gives every term a persistent identity, which
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keeps probes and samples attached across edits (Section 3.7); a text editor could approximate this
by matching each new syntax tree to the previous one, though a term in the middle of an edit
may not match its earlier version. Typed holes and syntactic completion let incomplete programs
run, so they still produce samples (Section 2). The language is pure, so re-running the program on
every edit is safe. And livelits let programmers define GUIs for their own types within the program,
which probes reuse as views (Section 3.6).

5 User Study

The study asked how well the design addresses the six problems of Section 1 in use, through two
questions: how do participants use probes while writing and debugging, and where does the design
get in their way?

5.1 Study Design

Study format. We ran 15 facilitated sessions where programmers used Live Probes to write
and debug programs in Hazel. An interactive tutorial introduced the language, the editor, and
probe controls, followed by tasks with supplied starter code and tests. Sessions were advertised as
approximately two hours, remote over Zoom. We recorded participants’ screens and conversation.
Selected writing and debugging tasks were assigned without probes, providing a basis for reflections
on print-based inspection. Thirteen participants returned an exit survey.

Participants. We recruited through Twitter, Bluesky, Mastodon, and the Future of Coding Slack
community. Participation was voluntary and uncompensated, with eligibility requiring prior
functional-programming experience. The intake form included two questions on basic functional
programming. All 15 participants reported prior functional-programming experience and 4-30
years of programming experience overall (median 10). Fourteen reported an age, ranging from 19
to 50 (median 27). Gender responses were eight male, two female, two non-binary identities, and
three participants did not report gender. The study was approved by our institution’s IRB.

Tasks and facilitation. The task sequence alternated debugging existing programs with writing
or extending functions. Writing tasks included extracting a path component, computing running
sums, cleaning log entries, and adding a grid-update operation, requiring approximately 2-10
lines of new code in the reference solutions. Debugging tasks used programs of approximately
60-315 lines, mostly GUI apps in the Elm Architecture style [14]. Participants were directed to
read the main types and find the failing test before investigating. Supplied tests specified expected
behavior and provided calls from which probes could collect samples. The task materials encouraged
experimentation with library functions and allowed participants to choose among manual probes
versus autoprobing. Participants were asked to think aloud. The facilitator answered language and
library questions, discussed participants’ observations, and sometimes intervened to help them
progress to ensure wide task exposure. Task coverage and use of the print contrast varied between
sessions.

Analysis. We reviewed all session transcripts, facilitator notes, and returned surveys, using
recorded segments to contextualize selected remarks and interactions (see the next paragraph for
Al tool use). Below we present an interpretive synthesis of this material, analyzing how participants
used probe features and assessed the system’s usefulness. We organized observations around
recurring uses and difficulties, grouped by the problems of Section 1. A quantitative summary
covers the 13 returned exit surveys.

Use of Al tools. We used Al agents in this work, mainly Claude Code (Anthropic) and Codex
(OpenAl). Claude Code was used to refine and extend the first author’s initial implementation, in
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sessions the first author directed and reviewed, making about half of the commits overall. It also
drafted some study tasks and materials; the first author revised these, piloted the tasks, and chose
the participants. In the analysis, agents wrote per-session analyses from facilitator notes, transcripts,
and video frames, checked by a second agent, and proposed episodes and quotations reported here
based on author queries. Agents also wrote some of the custom data views in Section 3.6, as well as
scripts that drew survey charts and captured editor figures, and reconstructed the study figures. An
author checked every quotation against the audio, extracted figure captures against the recording,
and survey counts against the responses.

5.2 Indirection: Values Beside the Code

Checking each transformation. While building a string-cleaning pipeline, (pos | described devel-
oping the code alongside its intermediate results: “It was really useful to develop it while I was
looking at the outputs. It was kind of this test-driven development, but on steroids.” (P15 ) explained
what seeing each stage saved them from doing: “I'd have to mentally imagine the transformations,
and then try to guess if it was working or if it failed earlier in the pipeline or later”

Quick and direct experimentation. The log-cleaner task also evoked small experiments with
unfamiliar string functions. (P10 wrote a separate call to string_replace? within the unfinished
cleaner, using the short input "abc" and varying the replacement pattern while inspecting its result.

po7 ) identified “Figuring out the behavior of horribly-documented string functions by example” as
a helpful use of autoprobe and described probes more generally as “Every line is a little REPL”.

Matching output to its source with prints. During the harvest-streak task without probes, [Po9
printed the ledger and action at each fold iteration, then added a print inside the function processing
each harvest. The resulting console output interleaved actions from successive iterations with
the harvest values. (poo) later described the work of matching printed values to the program as
“additional mental load”. (o5 | encountered a related difficulty during the print-only timer task
where they commented out tests to reduce the output to the calls of interest. In the survey, [ Pos
explained that filtering the output had not eliminated the work of relating it to the source: “Even
then, I had to do the mental work of associating logged values with where they came from in the
code”

5.3 Term Selection and Value Detail: Choosing What to Show

These episodes concern term selection, multiplicity, and value detail: which terms show samples,
how many, and how much of each.

Automatic and manual placement. In the survey, respondents were divided on which placement
they mostly used: six autoprobe, four manual, and three a mix while debugging, and eight, three,
and two while writing. Neither mode alone would have suited everyone. Automatic placement
provided a popular starting point for inspection, with (Pos | describing probing each line of a chosen
function with the definition multi-probe as “a nice way to ‘pop open the hood” without knowing
what I was looking for”. (p13] distinguished background feedback from deliberate inspection: “I
found it useful to leave autoprobe on ‘in the background’, so I could use it as immediate feedback,
without thinking about it much”, while sometimes placing a probe manually to examine a specific
variable or expression. But the overview also made choosing difficult for (po7): “I need the auto-
show-probes-by-default mode because I don’t yet have a sense of where to surgically place them,
but then there are so many”.

2The replacement function inherited its argument order, quirks and all, from js_of_ocaml.
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Fig. 10. [Po2 ) drag-resizes a computed grid from a single row @ to three rows @, making the misplaced flower
easier to compare with the expected grid @. @ and @ show the grove field of the model in the drawer,
before and after dragging its right edge, which re-wraps the value at the new width; @ is the failing test’s
expected grid. Reconstructed from the session recording.

o3 | valued the automatic intermediate strings while writing the log cleaner, but preferred
manual placement more generally: “Most of the time I liked placing them manually so that I knew
exactly what I was probing.” Their survey response connected this uncertainty to the combined
state of automatic and manual placement, pinning, and the Single or Many mode: they were often
unsure which samples the current configuration would show.

Steering placement with line breaks. Targeting feedback through line breaks tied inspection to
changes in source layout. Po1) described line breaks as quicker than manual probe placement,
concluding, “T think I could live without manual placement”. For (Po3), however, “adding a single
line break to otherwise well-formatted code often leaves it looking off and harder for me to scan
visually”. (Po3 ) also complained of having to revert the line breaks after inspection to restore their
preferred layout.

Making a comparison visible. Sample presentation could make a particular comparison easier:
during crop planting, (o2 | narrowed an output sample until its nested lists matched the expected
3 % 3 layout (Figure 10). Asked about the resize, they explained that they wanted it “in the same sort
of layout as this one”. [po1] similarly inserted line breaks in a log-cleaner test so that the computed
string appeared directly above the expected string. (Po2's grid is a layout the value’s type implies,
and (po7) asked for such presentations in general, wanting “a more structured viewer for objects”
and “ways to lay out and navigate the different conceptually 2D data”; the type-specific views of
Section 3.6, added after the study, let programmers define presentations like these.

Presentation remained a limitation for larger values and sample sets. (P10}, who gave one of
the two lowest ratings for focusing on relevant samples, explained, “With big strings, with many
samples it was too much sometimes.” (P13}, who gave the lowest rating for choosing how much
detail to see, reported, “when I had more than 3 or 4 values, I couldn’t even see them.” (P15), who
also rated it low, wanted less shown by default: “T don’t want to see everything. I want to see what
I want to focus on. Only if I'm lost will I browse all available info”

5.4 Coherence: One Execution, Kept While Editing

Relating samples across executions. In the crop planting task, (pP13) inspected a failing test in
which a flower appeared in the middle column instead of the rightmost column. Samples at the
inner conditional showed false, true, false, matching the misplaced flower. p13)changed the
comparison from the row to the column, the samples switching to false, false, true, and the
flower appearing in the expected position. Asked afterward what had helped, they said they had
matched the pattern of booleans to the flower’s position before working out what the condition
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checked: “It immediately drew my attention”.

Following one execution. Pinning a call let participants follow its execution through samples
displayed beside the relevant code. After stepping into a failing call, (p11) welcomed the resulting
branch-local view: “this is actually really nice. I can literally immediately ignore all of [the other
code] that’s going on”. The other branches no longer showed samples, allowing them to focus and
fix the error. In the debrief after the growth task, (poo) placed a probe in a deep helper, several calls
below an existing pin. The new probe still showed samples from that pinned call; they did not have
to step through each intervening call. They could inspect the pinned case “by just putting down
a probe like five levels down in the call stack”. They then checked that a new probe also follows
a selected sample: they selected a sample, placed another probe, and saw it highlight the sample
from that call: “it’s already highlighting at the right part, so I think that that makes sense”. (Pos
navigated the same way: “when there was a lot of values probed it felt okay to navigate by focusing
on things and seeing what other things would be highlighted”.

Expecting a selection to stay. In the timer task, (pos) selected the callback call whose input was
60, then added a line break to see the result of format(t) . The selection jumped to the call with
input 20. (pos) said, “T expect this 60 to stay 60 and it doesn’t. It switches to 20 The jump came
from a prototype bug, since fixed: the rule in Section 3.7 would have kept the focus. The reaction
shows that stability matters for dynamic context as well as for code: an execution the programmer

has chosen should hold while they edit.

Distinguishing a program change from a context change. While editing a growth-stage branch,
P13 | saw samples disappear from other branches as the focus shifted to an execution of the branch
being edited. This changed which executions were represented, as well as updating values for the
edited program. In their survey, (p13] explained the confusion: “I thought it was because of the
change I made, but it was actually because of automatic alignment. If I didn’t know about it, I would
have probably investigated the change, and would have been left very confused.” The line-break
episode above illustrates a prototype bug, but preserving a case also creates a broader tension in
the focus policy. During debugging, preserving the selected case supports comparison before and
after an edit. During writing, moving focus into newly written code can supply feedback that the
previously selected case would not reach. Kanon reports the mirror image of (P13 s confusion, a
stale view misread as a run in which an edit had no effect [58]; both suggest that the editor should
show when what is on screen changes, or fails to change, for a reason other than the edit.

5.5 The Gap: Partial Results

Inspecting an unfinished computation. Partial results let (pos | check the accumulating structure
of a running-sum solution before implementing the missing arithmetic. With the previous-sum
calculation left as a hole, they browsed callback samples showing the current input element and
growing list of partial additions (Figure 11 @). (P14 instead left the callback itself as a hole, and the
fold’s sample showed it applied to each element in turn (®).

Limits of partial results. Whether partial results proved useful depended on the question being
considered. Reflecting on the running-sum task, (pos | explained, “I don’t want to think about the
values yet, I'm just thinking about the problem.” When they wanted to inspect a function argument,
however, “at that point, I did find it useful”

Partial results also differed in how readily participants could interpret them. At one point during
running sum, [ Po4 | replaced the fold’s initial accumulator with a hole. This prevented the callback
from unpacking the (tuple) accumulator, leaving nested anonymous function applications in the
sample. They explained, “Once you get past two function calls deep, you start to kind of forget
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let running_sum : [Int] -> [Int] = fun nums -> @ [1, 2, 3]
reverse(fold_left(nums, (fun (acc, x) -> o], 1)
let prevSum = in ’ 8 ’ ; [([ * 2, + 11, 3)‘
(prevSum + x) :: acc ® IO

[ +3, +2, +1]

fold_left(nums, , [1) o[ ( ( ([], 1), 2), 3)}~

Fig. 11. (Pos | browses the callback’s samples without editing the program. They click the first iteration’s
sample @ and press B twice to reach the third, whose changed samples are laid over the first’s. Although
prevSum remains a hole, the selected arguments and partial lists expose what accumulates across iterations.
@ In another session, P14 | left the fold’s callback as a hole: with [] as the initial accumulator, the sample
shows the missing callback applied to 1, 2, and 3 in turn. Reconstructed from the session recordings.

@

Indirection Connect values to code 4 b 5 uu
aan
What to show  Autoprobe chose useful expressions 4 4 4 4 5 5 n u u u u u
Line-break steering felt natural u 4 4 5 5 u n u u

Focus on relevant samples 3 3 4 5 5 5 5 5] u u u u

Choose the amount of detail u 3 8 3 4 4 5 5 uuu

Whiewstin cnckvoncinrencnsy 3 O G G G A
D [

S —— - T [ [ [ [ [ [

3}

Keep attention on code 5 5 5)

Fig. 12. Participant agreement with propositions from the exit survey (n = 13). The first two groups bear
on the problems of indirection, term selection, multiplicity, and value detail (Section 1); the others concern
feedback while writing and overall fit. Each numbered tile is a rating from 1 (strongly disagree) to 7 (strongly
agree), sorted independently within each row.

what’s going on” Where (pos | could inspect a growing list of additions, (Po4 | had to navigate an
unwieldy stack of nested lambda applications.

5.6 Overall Assessment and Limitations

Strong support for live feedback. Our sessions suggest that useful feedback combines ready and
direct access to values with control over their selection and presentation, including preserving a
chosen execution during investigation. On indirection, comparative ratings for seeing values and
connecting them to code favored probes over print statements (13/13 “better” or “much better”)
and conventional debuggers (11/13; one respondent corrected both on follow-up, having misread
the scale). All but one survey respondent rated connecting values to their code at least 5 on the
seven-point agreement scale, as all did for keeping attention on the code. All 13 rated incremental
checking 6 or 7, and all rated help over distraction at least 5. Of the features, respondents most
often rated very useful the inline value itself (12 of 13), pinning and stepping into calls (10 and 9),
and the alignment of samples to one call (8). Assessments of controlling the view and using probes
in participants’ own work were more varied (Figure 12); the one low rating for using probes in
their own work came from (Po1), who doubted that autoprobe would help with the IO-driven server
programs they usually debug.
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Reliability and fit with existing practice. First-choice preferences were more divided: six chose
probes, six said it depended on the task, one chose a debugger, and none chose print statements.
pPos | would use probes for “every task I use print statements for now”, with a possible exception
for logging, but “only so long as using them is as accessible and reliable as using print statements”.

Limitations. Sessions involved short-term, facilitated use with supplied tasks and tests. Instruc-
tion, task-specific help, and prototype bugs limit comparisons. Author presence may have influenced
participant reactions. Retrospective explanations do not definitively establish what participants
noticed without commenting on it. Longer-term use and later changes remain to be evaluated.

Accessibility. We have not designed or evaluated Live Probes for accessibility. Many mode’s
Hybrid scheme separates its relations mainly by hue, and under red-green color vision deficiency
two of them converge. We have not examined how inline samples reach screen readers, or tested
the keyboard interactions with assistive technology.

6 Related Work

Live programming environments [7, 28, 73, 74] have long shown runtime values beside the code
that produced them [23, 77], one of the editor augmentations Sulir et al. survey [72]. Showing
values there reduces indirection; Log-it reduces it from the other side, keeping print output in a log
but linking each entry back to the code [32]. We compare prior systems by how they handle the
other problems of Section 1: Section 6.1 takes term selection, Section 6.2 multiplicity and coherence,
Section 6.3 value detail, and Section 6.4 the gap. Throughout, Live Probes aims to make each choice
of what to show cheap to change from the code itself, to relate every value on screen to one chosen
execution, and to keep showing values while code is incomplete.

6.1 Inline Values and Term Selection

Showing runtime values alongside the code that produced them has a long history. ZStep, a
stepper, shows the value of the expression being evaluated in a floating window aligned with
it [46]. Example-Centric Programming shows a whole run of an example in a pane beside the
editor, updated as the code or the example changes [15], and in Subtext, as in a spreadsheet, the
values are part of the program itself: it executes constantly as it is edited, and every reference
displays its value [16]. McDirmid’s YinYang made early use of the term probe in this context: a
programmer marks an expression and its values appear beside it [47].

Later systems differ in how many terms show values without being asked. Theseus shows the
least: only how many times each function was called, until the programmer clicks a count to see the
calls [45]. In YinYang, Babylonian-style programming, the Newspeak IDE, Light Table’s watches, and
a debugger’s inline watches, the programmer marks each term that shows values [6, 21, 31, 68, 70].
Other systems show values everywhere: a value or the variables of every line [40, 71, 78], every
subexpression [10], or a plot of every numeric variable [33]. Marking takes a gesture per value.
Showing everything takes space, as when Omnicode’s plots grew too wide for the screen in pilot tests
once users created many variables [33], and it still leaves gaps where a line holds more than one value.
Kréamer et al’s editor showed the values assigned on each line, yet participants still added statements
whose only job was to show a value, much like print statements. The most frequent cause was a line
such as arr.reverse().push(5), for which the editor showed nothing because it could not tell
whether to show arr, the result of arr.reverse(), or the value of the whole line [40]. Hoffswell et
al. likewise note that a value at the end of a line is ambiguous when the line holds several terms [27].
Like the Quokka editor plugin, which shows the values the programmer marks by default and can
show one for every line [67], Live Probes offers both approaches: one gesture probes a single term or
every line of a definition, and with autoprobing turned on, every line of the program shows a value.
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Projection Boxes is the closest to our framing: beside each line it shows a configurable projection
of the program’s runtime state, a table of the program’s variables at that line with one row for
each time the line ran [43]. A projection can choose which lines show boxes and which variables
each box shows, but a box shows variables, so a value appears only once the code assigns it to one.
Its author names functional languages as a direction for future work, with where to place boxes
as a likely challenge. A line of functional code may assign no variables and hold several nested
expressions, so Live Probes places probes on terms rather than variables, and a probe’s underline
shows which term its value belongs to (Section 3.1). Autoprobing gives a quick default, one probe
per line on the largest term that ends last, steerable with line breaks (Section 3.2). Krdmer et al.’s
editor could not choose among the values of a chain of calls. With autoprobing, a line break before
each step (in Hazel, before each |>) is enough: each line’s probe shows that step’s result, as with
the fold in Figure 4 @. Where the default picks the wrong term, a probe placed by hand replaces it.

6.2 Alignment and the Dynamic Focus

When code runs many times, any display of runtime values must choose which execution’s values
to show, and keep that choice consistent across all the values it shows. A paused debugger achieves
this for free. Everything shown comes from the paused moment, with the variables pane and any
inline values following the selected stack frame [51]. Selecting a caller in the call-stack pane moves
the view up a level but leaves the frames below it in place, because execution is suspended in
them [52]. But a recorded run lacks a distinguished point in execution, forcing a choice. Omniscient
debuggers choose a moment and show the program’s state at that moment [4, 30, 44, 46, 53, 66].
Pernosco, a commercial omniscient debugger, calls this choice its focus: a moment plus a stack
frame [64]. Inline displays mostly choose a dynamic extent instead, the stretch of a run during
which one call or loop iteration is active, and show the values computed anywhere in that stretch.
Inline displays differ in how much of the program one selection covers. Seymour shows one
call and leaves the bodies of other functions blank, including the function that called it [34]. Lamdu
shows one call of each function, with a function written inside another limited to calls within the
outer one’s chosen call [10, 11]. Maniposynth likewise keeps one chosen call per function, picked
from a grid of that function’s calls [26]. The Babylonian editor runs code on examples, concrete calls
the programmer attaches to functions, and by default its probes show every example’s values, each
labeled with its example; a slider narrows the probes inside a loop or function to one iteration or call,
leaving probes elsewhere unfiltered [68]. Example-Centric Programming also works from examples,
and one call selected in its trace pane drives the whole editor [15]. Projection Boxes makes no
selection: every box shows every time its line ran, and the tool offers no way to narrow boxes
to chosen iterations [43]. In YinYang the choices are chained: each method body shows the call
through which the programmer navigated to it, and bodies not navigated into show nothing [47].
The dynamic focus is instead one selection for the whole program: a path of nested calls that every
probe follows (Section 3.3). A paused debugger’s call stack is also a path of nested calls, but each
caller on it is stopped where it made the next call. In the dynamic focus, the probes in each function
called on the path show that call’s samples, including those recorded after it made the next call.
Systems also differ in how the programmer reaches an execution, and each change of selection
takes work. YinYang moves down one call per click, or jumps to the execution behind an entry
in a trace of printed output [47]. Lamdu and the Babylonian editor step a separate control for each
function or loop. Example-Centric Programming selects in a trace pane beside the code, where
reaching a nested call takes one click per level, and Seymour in an overview of the run below the
code, where any call is one click away. RuntimeSamp follows the caret [71] (Section 6.4). Omniscient
debuggers step through time or select an item in one of their panes; in Pernosco, clicking a line of
the program’s output moves the focus to the moment that line was printed [64]. In Live Probes, the
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samples are the controls. In Single mode, where each probe shows one sample, the arrow keys step a
probe through its samples, as Lamdu’s arrows do, but each step moves the whole path, so every probe
follows. In Many mode, where a probe shows its samples side by side, clicking any of them makes its
call stack the path, however deep the call. Clicking a sample of an enclosing call moves the focus up to
that call but keeps the deeper calls on the path, so the probes below keep their samples and stepping
back down returns to them. YinYang’s author left open how to show which execution the code is
displaying [47]. In Live Probes, the stack focus bar names the calls on the path, a probe on a function’s
parameters shows which call of it is shown, and the focal sample is outlined in red (Section 3.4).
In Many mode, the Hybrid color scheme also shows how every other sample relates to the focal
sample: from the same call, before it, after it, from a call containing it, or from inside it (Section 3.3).
So when a call site is on screen, its samples show whether the focus lies inside that call. CrossCode,
the closest precedent, relates whole calls rather than values: in a visualizer beside the code, each
call is a box marked as not yet started, running, or finished at one execution cursor [25]. Pernosco
highlights the lines run in the current loop iteration and, more lightly, those run in the call’s other
iterations, much as our Simple scheme highlights the focused call’s samples and fades the rest [65].
Babylonian/S shows which chain of calls produced each value, with a bar under the value colored by
its path, and lists the paths in a sidebar [69]. Our colors instead relate each value to the chosen path.

6.3 Value Detail and Rich Views

Earlier work has raised the question of how to show a large value in the little space beside the
code: RuntimeSamp settles on each object’s string form, truncated [71], and Projection Boxes’
author expects larger data to need partial previews or aggregate plots [43]. Most systems that
show values beside the code show a short form there, and a fuller form only on request, over
the code or apart from it. Babylonian probes print an object on one line, and clicking it opens an
inspector [68]; debuggers’ inline values similarly leave larger values to a hover, a popup, or the
variables pane [31, 51]. Hoffswell et al’s in situ visualizations show one property of an object inline,
and the whole object on mouse-over [27]. Lamdu cuts each annotation by fixed rules, an array to
ten items and a list to its first, and offers no fuller view [10, 11]. Omnicode plots only numbers,
deriving a collection’s size and, for a collection of numbers, its sum; selecting a line opens Python
Tutor’s drawing of the stack and heap as boxes and arrows, at each step where the line ran [22, 33].
Notebooks show a cell’s result below the cell, where there is room to show it at length [38], and Clerk
shows the first items of a large collection there with a count of the rest, loading more on request [35].
Live Probes gives every probed term three levels without leaving the code: an abbreviation that keeps
the value’s outer structure and counts what it leaves out, a drawer that shows the focused sample in
full below its line, pushing the code below it down, and a dropdown with the sample’s environment
(Section 3.5). The closest analog to the drawer is the result view Xcode playgrounds open below a line,
which shows the line’s latest value, all its values, or a graph [2]. Both ensure large values stay beside
the expressions that computed them, rather than after a whole cell (as in a notebook), in a hover or
popup covering code, or in a separate pane the programmer must match back to the code (Section 1).

Programmer-defined views of runtime values are long established. INCENSE chooses a display
by a variable’s declared type [56], debugger formatters match a type’s name [18, 50], and notebooks
look for display methods on a value’s class [75] or take the first viewer whose predicate accepts the
value [35]. Glamorous Toolkit’s moldable development goes furthest: a class defines views of its ob-
jects in a few lines each, which the inspector offers as tabs and the programmer can edit from inside
it [9, 57], and a debugger for a domain can add its own views and steps, such as running a parser until
it next fails [8]. These views appear in panes or outputs apart from the code, each drawing a value
the programmer has chosen to inspect. Hazel Lab draws probed tables beside the code, with a built-in
view chosen by the value’s shape, and leaves views that programmers can define to future work [3].
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Other systems embed GUIs that edit programs [1, 29, 37]; in Lorgnette, a programmer-defined
projection attaches a GUI to each fragment of code that matches a pattern, such as a color literal, and
can ask the debugger for a value where its fragment runs [19]. Vital, like CLIM before it [49], goes
both ways: a Haskell datatype’s stylesheet draws its values, and editing a drawn value rewrites the
source [24]. Livelits are GUIs that programmers use as literals, filling typed holes [59]. We extend
livelits to serve as views, which makes Hazel Lab’s views programmer-definable (Section 3.6); a view
appears where a sample does, at the end of the line or in the drawer below it. A view applies auto-
matically where the probed term’s static type is the livelit’s type, by name, and the livelit is in scope,
so it draws only values the program has given that type, and a nearer definition shadows an outer
one; the sample’s View as list offers, on request, every view whose type is consistent with the term’s.

6.4 Feedback While Editing

Hazel gives every editor state a result, so probes keep showing values while code is incomplete
(Section 2); Maniposynth similarly keeps evaluating past holes by passing placeholder values
along [26]. When code cannot run, each projection box keeps its last values, and a dot on the box
turns from green to orange, then red, to show they are out of date [43]. YinYang’s author found
its feedback unstable while a construct was half typed [47]. Our stability rules keep an incomplete
edit from changing the meaning of the code around it while it is typed (Section 3.7). Asked whether
values changed in distracting ways, only one of 13 participants named changes while editing, and
all 13 agreed that values appearing as they wrote helped more than distracted (Figure 12).
Systems that keep the programmer’s place across edits recognize the same execution in the
new run much as we do, by a location in the code and the calls leading to it [15, 47, 48, 58]. Kanon
follows a location by shifting its stored text offsets as characters are inserted and deleted, and loses
track of it on cut and paste or undo [58]; Hazel’s structure editor keeps a term’s identity while
it is edited, and undo restores the program with its earlier identities (Section 3.7). After an edit,
most of these systems hold the selected execution: YinYang keeps a call or iteration while it still
exists, Seymour keeps its call, and Lamdu keeps each function’s chosen call by its number in the
run, falling back to the first call when no call has that number [10, 11, 34, 47]. Kanon keeps the call
or iteration the programmer chose, and the caret picks only which statement’s state it draws [58].
RuntimeSamp instead shows, for the caret’s line, an execution in which that line ran; it re-picks at
every caret move, so it never holds a selection, and it discards its data on any edit [71]. Holding still
leaves the programmer to refocus by hand on code the held call does not reach, and following the
caret gives up the selected case: the tension of Section 5.4. Projection Boxes’ formative study saw
programmers alternate between coding and debugging, wanting less information while coding and
more while debugging [43]; our sessions suggest that the alternation also bears on the selection,
which should follow the programmer while writing and hold still while debugging. Our editor
holds the focus, with one exception that shares RuntimeSamp’s aim: when an edit would leave
the edited line showing no sample, it moves the focus so that the line shows one. Otherwise the
focus moves only when the programmer clicks a sample, and never under a pin (Section 3.7).

7 Conclusion

Live Probes shows runtime samples beside the code that produced them, with inline control over
which terms are probed, which of their executions are shown, and how much of each sample
is shown. A dynamic focus, set by clicking any sample, relates every sample on screen to one
execution, and feedback stays steady through incomplete edits. In our study, participants used
inline samples to judge progress and correctness. The study also exposed a tension between a
focus that moves to supply values while writing and one that holds still while debugging.



1128
1129
1130
1131
1132
1133
1134
1135
1136
1137
1138
1139
1140
1141
1142
1143
1144
1145
1146
1147
1148
1149
1150
1151
1152
1153
1154
1155
1156
1157
1158
1159
1160
1161
1162
1163
1164
1165
1166
1167
1168
1169
1170
1171
1172
1173
1174
1175
1176

24

Anon.

Data-Availability Statement

Our artifact is the implementation of Live Probes described here: a fork of the open-source Hazel
editor, which runs in a web browser (link removed for double-blind review; its source and a compiled
web client are included as supplementary material). It includes a version of the probes tutorial
that study participants used, and examples of user-defined views, among them those shown in
Figure 2. It is a later build than the one used in the study, with the fixes and changes made since.
We will submit it for Artifact Evaluation. Recordings and transcripts are not shared, pursuant to
the participant agreement.
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